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Chips Are the Bottleneck of the AI Boom

It takes 2+ years and hundreds of engineers to build a chip. 

And it is increasing.

“The world will need more chips 

than ever before as we push 

toward AGI.”

“The synergy between advanced 

chips and AI research is what will 

ultimately make AGI possible.”

Sam Altman, 
OpenAI CEO

Demis Hassabis, 
DeepMind CEO
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Hair on Fire
Verification: The Key Bottleneck for Building New Chips
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Solution: AI-Powered Chip 
Verification Engineers
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Agentic Design Automation: Opportunity of the Decade

“Help Design XYZ”

1980s
2000s

2025+

Handwritten Circuits EDA

Tools

1000s of transistors

EDA

Tools

Billions of transistors Trillions of transistors

Highly specialized chips

Increasing Productivity

ChipStack  AI Super Agent

NL

interface
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L E V E L  4

AGENTIC WORKFLOWS

Cadence AI Journey
From Spec to GDS with AI Super Agents

2026+

ChipStack  Super Agents

T O D A Y

Design Understanding

Mental Model Agent

Design Verification

Formal Verification Agent

Unit Testing Agent

UVM Coding Agent

F U T U R E

Fine-Tuning Agents with Cadence Data

Domain-specific model optimization

Deep Cadence EDA Integration

Native tool interoperability

Continuous Improvement

Expanding agent capabilities

Physical Design Agents

Expanding Towards PD

N E X T

Design Agents

RTL Generation from Spec

RTL PPA Optimization

V I S I O N Spec Design GDSVerification Physical Design

~2020
Optimization AI

~2025
Tool Agents
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Technology
ChipStack  as an AI Chip Design Engineer

PRIVACY
Deploy on-premises or on-cloud

MODERN UI/UX
New way to collaborate with AI agents for DV

VERSATILE
Formal or simulation-based verification

DEEP INTEGRATIONS
Use with your workflow and existing EDA tools

Give a team of virtual engineers to chip companies!
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The ChipStack AI Super Agent - How Does It Work?

Cadence® EDA Tools

Skills

Formal Agent

Simulation Agent

RTL Agent

Test Plan Agent

Debug Agent

“Verify this design with simulation”P R O M P T  

Design 

Inputs

RTL n
(Optional)

Design Spec

Behavioral Model

Block Diagram

RTL n+1

Testbench

Coverage Model

…

Run Scripts

Verif ication

Collateral

Super Agent Orchestration

Functionality

Hierarchy

Relationships

Mental Model 
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Mental Model: Single Source of Truth for Agentic Workflows

42%

83%

Baseline 

(RAG)

Mental

Model

Mental Model Agent

Design 

Inputs

RTL

Design Spec

Behavioral Model

Block Diagram

Cadence® EDA Tools

Elaborate Enrich

Functionality

Hierarchy

Relationships

Mental Model

Reason

Hierarchy

Connectivity

Parameters

Functionality

Interfaces

Protocols

Abstract

Relate

Organize

Test Correctness
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ChipStack Super Agent is Deeply Grounded in EDA Tools

Verisium
Debug

Genus  
Synthesis Engine

Xcelium  
Logic Simulation

Jasper
Formal Verification

Verisium
Manager

“Which tests failed in 

yesterday’s regression?”

SimAI
Optimization Engine

ChipStack AI 

Super Agent“Run Root-Cause-Analysis for 

this failure”

“Which tests can be removed 

from regression without loss of 

coverage?”

“What number of clock cycles 

to propagate from A to B?”

“Replay simulation from 

t imestamp A with signal B tied 

to 0”

“What assumptions are in the 

cone of inf luence of this failing 

assertion”?

* WIP - Detailed Roadmap EO July
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Product Architecture: Built to Work Anywhere

AZURE OPEN AI

GEMINI ENTERPRISE

AWS BEDROCK

Cloud Hosting

ChipMonk

Our custom-tuned LLM

for Chip Design

ON-PREM HOSTING

ChipStack

LLM

Proxy

Connect to any

LLM provider

Scalable on-prem/on-cloud

containerized infrastructure

CHIPSTACK TELEMETRY

AUTHENTICATION

VECTOR DATABASE

Secure REST

API serves

concurrent

users

Visual Studio Code or

Terminal UI

FORMAL AGENT

SIMULATION AGENT

ChipStack AI Agents

Agent orchestrated

tool calling

Cadence EDA Tools

INTEGRATIONS TO CUSTOMERS 

EDA INFRASTRUCTURE

Human-Agent

Collaboration UI/UX

DESIGN/

VERIFICATION

ENGINEERS

Cadence® JedAI 2.0 Client UILarge Language

Models
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The New D&V Methodology with ChipStack
Human — Architect, Review, Guide AI Agent — Generate, Compile, Debug, Fix

01  Architecture › 02  RTL Design › 03  Unit Testing › 04  DV Verification › 05  Signoff

Arch team creates detailed

architecture and µarch spec

with full design intent

Mental Model Agent extracts

design intent from spec + RTL.

Feeds all downstream agents.

Replaces weeks of manual
spec interpretation

Designer instructs agent

to generate RTL code

RTL Agent generates code,

compiles and iterates until

clean and lint-free

Designer reviews and

approves each module

Designer instructs; agent builds.
No manual RTL writing.

Unit Sim

Generates SV 

testbench

Runs simulation

Debugs failures

automatically

Formal

Generates SVA 

assertions

Runs Jasper ® in 

iterative

debug loop

Debug Agent fixes failures;

Designer reviews & signs off

Clean, tested RTL
handed off to DV team

DV uses Mental Model to

understand design and ask Qs

Test Plan Agent generates plan;

DV reviews and provides guidance

Formal Path

Generates 

assertions,

covers and 

assumptions

→ Runs Jasper

→ Debug loop

→ Final TB

UVM Path

Generates all UVM

components

→ Compiles & fixes

→ Runs & debugs

→ Final environment

DV engineer reviews results

and signs off

Agent handles regression

planning and scheduling

Debug Agent auto-triages

failures and fixes bugs

automatically

Coverage Agent auto-closes

gaps; flags remaining items

to human for review

Engineer reviews final

coverage and signs off

The Future:  Humans architect, review and guide.   Agents handle the tedious work — generating, compiling, debugging, and closing coverage.   No more 
writing boilerplate.
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The Future: One DV Super-Agent, End-to-End
Human — sets intent, reviews, signs off DV Super-Agent — plans, decides, orchestrates Sub-Agents — execute the work in parallel

I N P U T   ▸   A N Y  O F  T H E S E  T R I G G E R S  A  F U L L  D V  R U N

Design Spec User Prompt RTL Change

DV SUPER-AGENT
P L A N   ·   D E C O M P O S E   ·   R O U T E   ·   R U N   ·   M E R G E   ·   D E B U G   ·   C L O S E

• Decides what runs in formal, simulation, or UVM

• Generates one unified test plan from formal + sim

• Merges coverage from formal + sim into a single DB

• Auto-debugs failures across both engines

O R C H E S T R A T E S   ▸   S P E C I A L I S T  S U B - A G E N T S ,  E X E C U T I N G  I N  P A R A L L E L

Mental Model

design intent

Formal

assertions

Simulation

dynamic runs

UVM

env + tests

Test Plan

unified plan

Debug

triage + fix

Coverage

merge + close

D E L I V E R S   ▸   E N D - T O - E N D  A R T I F A C T S ,  R E A D Y  T O  S H I P

Test Plans Testbenches Run Scripts Coverage DB Debug Triage Live Dashboard

Virtual Senior DV Engineer:  humans set intent → super-agent runs the full verification loop → test plans, testbenches, scripts, coverage, dashboards  delivered end-to-end.
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Models
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Task

• Domain: Formal verification

• Goal: Train a model to generate SVA assertion code from natural 
language test-scenarios

Data

• 24,000 examples of (scenario, SVA) pairs

• Synthetically generated using GPT-4 by running our ChipStack  flow

• Applied heuristic filters to remove low-quality data

Infrastructure

• We used Mosaic ML's Multi-Cloud Training tool (now Databricks)

• 8 GPUs, each with 40GB

• We also deployed the model on customer site

Supervised Fine-Tuning (SFT)
Experience: Fine-tuning in-house model ChipMonk

ChipMonk

Our custom-tuned LLM for 

formal assertion generation
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Supervised Fine-Tuning (SFT)
Experience: Fine-tuning in-house model ChipMonk

Results

• Evaluated the tuned model for syntax validity

• Fine-tuning increased performance to ~92% (+26 percentage points)

• Smaller tuned model outperformed the larger data-generating model

• Task-specific SFT unlocked performance beyond flow-engineering

Model Baseline Flow-Engineered Fine-Tuned

GPT-4

(Data Generator)
9.72% 73.07% _

Llama 3.1-70B 16.49% 64.79% 91.71%

ChipMonk

Our custom-tuned LLM for 

formal assertion generation
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Task: VIP Matching

• Train a model to bind DUT to verification IP (VIP)

• VIP are pre-defined components that can improve verification coverage and quality

• A VIP must be properly wired to a DUT's ports based on design features

• Time-consuming task for humans: 

o Find the right VIP for the DUT

o Understand the VIP's many signals

o Map VIP signals to DUT ports

Reinforcement Fine-Tuning (RFT)
Experience: VIP matching with single-turn RFT
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Task: VIP Matching

• Data
o Annotated by our chip-design team

o Training: < 50 samples

o Evaluation: 10 samples

• Reward Model
o Simple string-matching with annotated labels

• Platform
o OpenAI RFT Platform

o Our collaboration allowed tuning o1-mini and o3-mini reasoning models

o Tuning runs were ~4-5 hrs

Reinforcement Fine-Tuning (RFT)
Experience: VIP matching with single-turn RFT
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Reinforcement Fine-Tuning (RFT)
Experience: VIP matching with single-turn RFT

Results

• Performance improved by ~12% 
for both base models

• We were able to improve upon a 
frontier reasoning model with 60 
data samples on a highly 
specialized task

53%

65%

Baseline 

o3-Mini
RFT

48%

59%

Baseline 

o1-Mini
RFT

VIP Writing Score
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Conclusion
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Constraints and Future Vision

Design Agents

Verification Agents

Physical Design 

Agents

EDA Tools

Architecture 

Specif ication

Power, Perf, Area 

Targets

Foundry-Ready GDS

IP Library KnowledgeBase

SPEC TO SILICON: COLLABORATIVE MULTI-AGENT SYSTEMS

WHAT MADE THIS HARD

Confidential data → Limited public benchmarks

• EDA tools are slow, expensive, stateful 

• Determinism vs flexibility tradeoffs

Multi-tenant deployment (on-prem + cloud)

WHAT I'D DO DIFFERENTLY

More realistic data for fine-tuning

• Better training data from production workflows

Robust agent memory system

• Long-term context retention across sessions

Deeper EDA tool integration

CHIP 

DESIGNER
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